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˨͡Ύ ͎͙ͣͤͦͻ, ά.ƛƎ 5ŀǘŀέ Ήͭͦ ͙͙ͫͤͦͤͣ NoSQL 
͙͔ͫͫͭͣ ͙ ͙͡ ͔ͨ͊ͪ͊͡͡͡Έͤ·ͻ ͔ͪ͡Ύͼ͙ͦͤͤ·ͻ DBMS  
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(in Petabytes, 2009) 

1 zettabyte?  

= 1 million petabytes 

= 1 billion terabytes  

= 1 trillion gigabytes  

˹͔͎ͣͤͦͦ ͙͙͙ͫͭ͊ͭͫͭ͟ Big Data 
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Sources: 
"Big Data: The Next Frontier for Innovation, Competition and Productivity." 
US Bureau of Labor Statistics | McKinsley Global Institute Analysis 
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35ZB = ͫ ͭͦ͡Έͦ͟ ͙ͤͺͦͪͣ͊ͼ͙͙ ͻ͙ͪ͊ͤͭͫΎ ͍ DVDs  
˭͙͊ͤͣ͊Ό΅͙ͻ ͨͦ͡-͎͙͒ͦͪͦ ͒ ͦ ˸͊ͪͫ͊ 
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 çʉʪʘʨʘʷ  

ʛʚʘʨʜʠʷè   

 çʤʣʘʜʘʷ  

ʧʦʨʦʩʣʴè  

ˮͫͨͦ͡Έ͍ͦ͊ͭ͘Έ ͔ͨ͊ͪ͊͡͡͡ΈͤͯΌ 
˿̂ˣ˨ 

eBay ς 10PB on 256 nodes 

 

     ˮ ͫͨͦ͡Έ͍ͦ͊ͭ͘Έ NoSQL ͫ ͙͔ͫͭͣͯ 

Facebook - 20PB on 2700 nodes 

Bing ς 150PB on 40K nodes 
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NOSQL 
ʏʪʦ ʟʥʘʯʠʪ... 
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NO to SQL 
ʕʪʦ ʥʝ ʟʥʘʯʠʪ ʯʪʦ SQL ʙʦʣʴʰʝ ʥʝ ʙʫʜʝʪ 

ʀʩʧʦʣʴʟʦʚʘʪʴʩʷ ʠʣʠ ʯʪʦ SQL ʫʤʝʨ... 
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NOT Only SQL 
ʕʪʦ ʧʨʠʟʥʘʥʠʝ ʪʦʛʦ ʬʘʢʪʘ, ʯʪʦ  

ʝʩʪʴ ʟʘʜʘʯʠ ʜʣʷ ʢʦʪʦʨʳʭ  

ʠʥʳʝ ʨʝʰʝʥʠʷ ʚʦʟʤʦʞʥʦ ʣʫʯʰʝ! 



ˣ·͔͔ͫͭͪ ͨͦͯ͡;͙ͭΈ <ͻͦͭΈ ͚͊ͦ͟͟-ͭ>ͦ  ͪ ͔ͯ͘͡Έͭ͊ͭ 

SQL: 
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NoSQL: 

Ç ˹͔ͭ ͦ;͙͙ͫͭ͟! 

Ç ˹͔ͭ ETL! 

Ç ˹͔ͭ ͘ ͎͙͊ͪͯ͘͟! 

Ç ˢ͙͙͍ͤ͊ͪͦ͊ͭ͘͡Έ ͒͊ͤͤ·͔ ͭ͊ͣ ͎͔͒ ͙ͦͤ ͙͍͗ͯͭ! 

RDBMS 

˽͔͙͔ͦͫͭͯͨͤ͡  
͒͊ͤͤ·ͻ 

˻͔͔͔͙͔ͨͪ͒ͤ͡ 
͔͙ͣͦ͒͡ 

˻;͙ͫͭ͊͟ ́ͪ͊ͤͫͺͦͪͣ͊ͼ͙Ύ ˭͎͊ͪͯ͊͘͟ 

SQL 
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˽͔͙͔ͦͫͭͯͨͤ͡  
͒͊ͤͤ·ͻ 

˽͙͔͙͔ͪͦ͗ͤ͡ 

1 2 

NOSQL 
˿͙͔ͫͭͣ͊ 



     ʊʨʝʙʦʚʘʥʠʷ: 

Ç ʄʘʩʰʪʘʙʠʨʫʝʤʦʩʪʴ ʥʘ PBs 1000ʠ ʫʟʣʦʚ 

Ç ɺʳʩʦʢʘʷ ʦʪʢʘʟʦʫʩʪʦʡʯʠʚʦʩʪʴ 

Ç ʉʢʦʨʦʩʪʴ ʨʘʟʨʘʙʦʪʢʠ 
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Ç ʆʛʨʦʤʥʳʡ ʦʙʲʝʤ click stream ʜʘʥʥʳʭ ʜʣʷ ʭʨʘʥʝʥʠʷ ʠ ʦʙʨʘʙʦʪʢʠ 

2006 

Hadoop 

                   GFS   +   MapReduce 
distributed $ 

fault-tolerant 
ñnewò programming  

paradigm 

Store   Process 

2003 

MR/GFS 

Hadoop  = HDFS + MapReduce 

ʍʨʘʥʝʥʠʝ ʆʙʨʘʙʦʪʢʘ 



Ç HDFS ï ʨʘʩʧʨʝʜʝʣʝʥʥʘʷ, ʦʪʢʘʟʦʫʩʪʦʡʯʠʚʘʷ ʬʘʡʣʦʚʘʷ ʩʠʩʪʝʤʘ 

Ç MapReduce ï ʬʨʝʡʤʚʦʨʢ ʜʣʷ ʨʘʟʨʘʙʦʪʢʠ ʠ ʠʩʧʦʣʥʝʥʠʷ 
ʨʘʩʧʨʝʜʝʣʝʥʥʳʭ, ʦʪʢʘʟʦʫʩʪʦʡʯʠʚʳʭ ʘʣʛʦʨʠʪʤʦʚ 

Ç Hive & Pig ï SQL-ʧʦʜʦʙʥʳʝ ʜʝʢʣʘʨʘʪʠʚʥʳʝ ʷʟʳʢʠ 

Ç Sqoop ï ʧʘʢʝʪ ʜʣʷ ʧʝʨʝʤʝʱʝʥʠʷ ʜʘʥʥʳʭ ʤʝʞʜʫ HDFS ʠ ʈʉʋɹɼ 

Ç + é 
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HDFS 

Map/ 

Reduce 

 

Hive & Pig 

Sqoop 
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HBase 

ETL  

Tools 

BI  

Reporting 
RDBMS 



Ç ʌʫʥʜʘʤʝʥʪ ʵʢʦʩʠʩʪʝʤʳ Hadoop 

Ç ʎʝʣʠ ʧʨʠ ʨʘʟʨʘʙʦʪʢʝ HDFS: 
Ç ʄʘʩʰʪʘʙʠʨʫʝʤʦʩʪʴ ʥʘ 1000ʠ ʫʟʣʦʚ 

Ç ʀʩʭʦʜʠʤ ʠʟ ʪʦʛʦ ʯʪʦ ʦʪʢʘʟʳ (ʩʦʬʪ ʠ 
ʞʝʣʝʟʦ) ʵʪʦ ʥʦʨʤʘ 

Ç ʆʙʳʯʥʦ ʥʝʤʥʦʛʦ ʦʯʝʥʴ ʙʦʣʴʰʠʭ 
ʬʘʡʣʦʚ 

Ç ʆʜʥʦʢʨʘʪʥʘʷ ʟʘʧʠʩʴ, ʤʥʦʛʦ ʯʪʝʥʠʡ 

Ç ʊʨʘʜʠʮʠʦʥʥʘʷ ʦʨʠʝʥʪʘʮʠʷ ʥʘ 
ʜʠʨʝʢʪʦʨʠʠ/ʬʘʡʣʳ 

Ç ɺʳʩʦʢʘʷ ʧʦʨʪʠʨʫʝʤʦʩʪʴ 
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HDFS 

Map/ 

Reduce 

Hive & Pig 

Sqoop 
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e.g., Block Size = 64MB 

    ʌʘʡʣʳ ʩʪʘʥʦʚʷʪʩʷ ʥʘʙʦʨʦʤ ʙʣʦʢʦʚ 

Å ʆʙʳʯʥʦ ʧʦ 64MB  

Å ʂʘʞʜʳʡ ʙʣʦʢ ʭʨʘʥʠʪʩʷ ʢʘʢ ʦʪʜʝʣʴʥʳʡ ʬʘʡʣ ʚ 

ʣʦʢʘʣʴʥʦʡ ʬʘʡʣʦʚʦʡ ʩʠʩʪʝʤʝ (ʥʘʧʨ. NTFS) 



Ç ʇʦʣʠʪʠʢʘ ʨʘʟʤʝʱʝʥʠʷ ʧʦ ʫʤʦʣʯʘʥʠʶ: 
Ç ʇʝʨʚʘʷ ʢʦʧʠʷ ʧʠʰʝʪʩʷ ʥʘ ʫʟʝʣ ʜʘʥʥʳʭ ʩʦʟʜʘʶʱʠʡ ʬʘʡʣ (write affinity) 

Ç ɺʪʦʨʘʷ ʢʦʧʠʷ ʧʠʰʝʪʩʷ ʥʘ ʫʟʝʣ ʜʘʥʥʳʭ ʚʥʫʪʨʠ ʪʦʛʦ ʞʝ ʨʵʢʘ 

                          (to minimize cross-rack network traffic) 

Ç ʊʨʝʪʴʷ ʢʦʧʠʷ ʧʠʰʝʪʩʷ ʥʘ ʫʟʝʣ ʜʘʥʥʳʭ ʥʘ ʜʨʫʛʦʤ ʨʵʢʝ 

                          (to tolerate switch failures) 

Node 5 Node 4 Node 3 Node 2 Node 1 
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e.g., Replication factor = 3 



Ç NameNode ï ʦʜʠʥ ʵʢʟʝʤʧʣʷʨ ʥʘ ʢʣʘʩʪʝʨ 
Ç ʆʪʚʝʯʘʝʪ ʟʘ ʦʧʝʨʘʮʠʠ ʩ ʤʝʪʘʜʘʥʥʳʤʠ ʬʘʡʣʦʚʦʡ ʩʠʩʪʝʤʳ ʜʣʷ ʢʣʘʩʪʝʨʘ, 
ʨʝʧʣʠʢʘʮʠʶ ʠ ʨʘʩʧʦʣʦʞʝʥʠʝ ʙʣʦʢʦʚ 

 

 

 

 

Ç BackupNode ï ʨʝʟʝʨʚ ʜʣʷ NameNode 

 

 

 

 

Ç DataNodes ï ʧʦ ʵʢʟʝʤʧʣʷʨʫ ʥʘ ʢʘʞʜʦʤ ʫʟʣʝ ʢʣʘʩʪʝʨʘ 
Ç ʆʪʚʝʯʘʶʪ ʟʘ ʭʨʘʥʝʥʠʝ ʙʣʦʢʦʚ 

Ç ʇʨʝʜʦʩʪʘʚʣʷʶʪ ʨʝʘʣʴʥʳʝ ʜʘʥʥʳʝ ʢʣʠʝʥʪʫ 
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NameNode Master 

BackupNode CheckpointNode or (backups) 

DataNode DataNode 
DataNode 

DataNode 
Slaves 
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NameNode BackupNode 

DataNode DataNode DataNode DataNode DataNode 

(heartbeat, balancing, replication, etc.) 

nodes write to local disk 

namespace backups 



DataNode DataNode DataNode DataNode DataNode 
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NameNode BackupNode 

Giant File 
110010101001  

010100101010  

011001010100  

101010010101  

001100101010  

010101001010  

100110010101  

001010100101  

HDFS 

Client 

{node1, node2, node 3} 

(based on ñreplication factorò) (3 by 

default) 

Client transfers block directly  

to assigned data nodes 

{node2, node4, node 5} {node1, node3, node 5} {node2, node3, node 4} 

and so oné 

Name node tells client where to store each block of the 

file 
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NameNode BackupNode 

Giant File 
110010101001  

010100101010  

011001010100  

101010010101  

001100101010  

010101001010  

100110010101  

001010100101  

HDFS 

Client return locations  

of blocks of file 

DataNode DataNode DataNode DataNode DataNode 

stream blocks from data nodes 
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NameNode BackupNode 

DataNode DataNode DataNode DataNode DataNode 

NameNode detects DataNode loss Blocks are auto-replicated on remaining  

nodes to satisfy replication factor 

DataNode DataNode DataNode 
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NameNode BackupNode 

DataNode DataNode DataNode DataNode DataNode 

Not an epic failure, because you  

have the BackupNode 

NameNode loss requires  

manual intervention 

 

Automatic failover is  

in the works 
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NameNode BackupNode 

DataNode DataNode 

NameNode detects new DataNode  

is added to cluster 

DataNode DataNode DataNode 

Blocks are re-balanced  

and re-distributed 

DataNode DataNode DataNode 



Ç Highly scalable 

Ç 1000s of nodes and massive (100s of TB) files 

Ç Large block sizes to maximize sequential I/O performance 

Ç No use of mirroring or RAID.   

Ç Reduce cost 

Ç Use one mechanism (triply replicated blocks) to deal with a wide variety of 

failure types rather than multiple different mechanisms 

Ç Negatives 

Ç Block locations and record placement is invisible to higher level software 

Ą Makes it impossible to employ many optimizations successfully employed by 

parallel DB systems 
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Why? 

http://www.onlinegardenertips.com/images/Why-Onions-Make-People-Cry.html


Ç ʇʨʦʛʨʘʤʤʥʳʡ ʬʨʝʡʤʚʦʨʢ (library&runtime) ʜʣʷ ʘʥʘʣʠʟʘ ʜʘʥʥʳʭ 
ʚ HDFS 

Ç MapReduce jobs ʩʦʩʪʦʷʪ ʠʟ 2 ʬʫʥʢʮʠʡ: 
 

 

 

 

 

 

Ç ʇʦʣʴʟʦʚʘʪʝʣʴ ʧʠʰʝʪ ʪʦʣʴʢʦ Map and Reduce ʬʫʥʢʮʠʠ 

 

Ç MR ʬʨʝʡʤʚʦʨʢ ʦʙʝʩʧʝʯʠʚʘʝʪ ʚʩʶñʩʢʣʝʡʢʫò and ʢʦʦʨʜʠʥʘʮʠʶ 
ʠʩʧʦʣʥʝʥʠʷ Map ʠ Reduce jobs ʥʘ ʢʣʘʩʪʝʨʝ. 
Ç ʦʪʢʘʟʦʫʩʪʦʡʯʠʚʦ 

Ç ʤʘʩʰʪʘʙʠʨʫʝʤʦ 
23 

map() Ą reduce() 
sub-divide & 

conquer 

combine & reduce  

cardinality 



Essentially, itôsé  

1. Take a large problem and divide it into sub-problems  

 

 

 

2. Perform the same function on all sub-problems  

 

 

3. Combine the output from all sub-problems  
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DoWork() DoWork() DoWork() 
é 

é 

é 

Output 

M
A

P
 

R
E

D
U

C
E
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<keyA, valuea> 

<keyB, valueb> 

<keyC, valuec> 

é 

<keyA, valuea> 

<keyB, valueb> 

<keyC, valuec> 

é 

<keyA, valuea> 

<keyB, valueb> 

<keyC, valuec> 

é 

<keyA, valuea> 

<keyB, valueb> 

<keyC, valuec> 

é 

Output 

Reducer 

<keyA, list(valuea, valueb, valuec, é)> 

Reducer 

<keyB, list(valuea, valueb, valuec, é)> 

Reducer 

<keyC, list(valuea, valueb, valuec, é)> 

Sort  

and 

group 

by 

key 

DataNode 

DataNode 

DataNode 

Mapper <keyi, valuei> 

Mapper <keyi, valuei> 

Mapper <keyi, valuei> 

Mapper <keyi, valuei> 



MapReduce  

Layer 

HDFS 

Layer 

hadoop-namenode 

hadoop- 

datanode1 

hadoop- 

datanode2 

hadoop- 

datanode3 

hadoop- 

datanode4 
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JobTracker 

TaskTracker TaskTracker TaskTracker TaskTracker 

Temporary data stored to local file system 

JobTracker controls and  

heartbeats TaskTracker nodes 

TaskTrackers store temp data 

Master 

Slaves 

- Coordinates all M/R tasks & events  

- Manages job queues and scheduling  

- Maintains and Controls TaskTrackers  

- Moves/restarts map/reduce tasks if needed  

- Uses ñcheckpointingò to combat single points 

     of failure 

Execute individual map and 

reduce tasks as assigned by 

JobTracker (in separate JVM)  

DataNode DataNode DataNode DataNode 

NameNode 

MapReduce  

Layer 

HDFS 

Layer 



27 

JobTracker 

TaskTracker TaskTracker TaskTracker TaskTracker 

Temporary data stored to local file system 

map()ôs are assigned to TaskTrackers (HDFS DataNode 

locality aware) 

Submit jobs to JobTracker 

MR 

Client 
jobs get queued 

Mapper Mapper Mapper Mapper 
mappers spawned in 

separate JVM and execute 

mappers store temp results 

reduce phase begins 

Reducer Reducer Reducer Reducer 


